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Abstract

Distributed EEG inverse solvers return a source-amplitude map at each time
sample; reading out a generator’s time course or trial-to-trial behaviour then
requires post-processing that sequence of maps, which mixes in spatial leak-
age. We propose a method that returns the generators directly. Evoked,
multi-trial EEG forms a channels-by-time-by-trials tensor, which we decom-
pose into a few rank-(Lr, Lr, 1) block terms whose spatial factor is con-
strained to the column space of the lead field and to be row-sparse. Each
block is then an anatomically grounded component: a focal cortical source
map, a recovered time course, and a trial loading, estimated jointly in one
unsupervised model. Folding the lead field into the decomposition makes
the components cortical by construction, unlike the established decompose-
then-localize pipeline in which localization is a separate ill-posed step. On
simulated evoked EEG the components recover the true generators’ locations
and time courses, the spatial maps are focal, and the maps remain focal under
temporally correlated sources, the regime in which a beamformer collapses.
On real evoked EEG the components localize to the cortex contralateral to
the stimulated visual hemifield, as the retinotopic expectation requires. We
state the method’s limits plainly: a sparse-Bayesian solver is more focal on
idealized point sources, and the rank-one trial factor confines the method to
phase-locked, not induced or connectivity, data. The full pipeline is released.
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1. Introduction

Perception, action and cognition arise from coordinated cortical activity
that EEG records at the scalp, mixed and smeared by volume conduction.
Source imaging inverts that mixing, from a few dozen sensors to thousands
of candidate cortical locations [1, 2]. The problem is ill-posed, and the
regularizing assumption defines each method: the minimum-norm estimate
penalizes power [3], sLORETA standardizes it to remove location bias [4],
eLORETA reweights for exact single-dipole localization [5], beamformers fil-
ter per location [6], and sparse-Bayesian methods place a sparsity-promoting
prior on source variance [7, 8].

All of these solve the inverse one time sample at a time. They return a
spatial map per sample. To obtain something a downstream analysis usually
wants, namely a handful of generators each with a location, a time course
and a trial-to-trial profile, one reads the map at a chosen location across
samples and trials, a step that re-introduces spatial leakage and treats each
sample independently.

Tensor decompositions take the opposite view. Evoked or segmented
EEG is naturally a three-way array of channels by time by trials, and low-
rank tensor models are essentially unique under mild conditions, without
orthogonality or independence constraints [9, 10, 11]. The established use of
tensors in M/EEG decomposes the data into components and then localizes
each one with a conventional inverse [12, 13], which leaves the localization
as ill-posed as before, and the two models estimated separately.

We fold the two steps into one. By constraining the spatial factor of a
block-term decomposition to the column space of the lead field and adding
row-sparsity, the decomposition returns components that are already cortical
source maps. Each block is jointly a focal location, a time course and a trial
loading. The temporal and trial factors act as a consistency prior: a pattern
earns a component only if it reproduces across time and trials. The estimator
follows the block-term tensor regression (BTTR) algorithm we introduced for
intracranial decoding [14], here repurposed from regression to imaging.

The aim of the paper is to introduce this localized component model
and to characterize it honestly. Its contribution is the joint, anatomically
grounded decomposition, for evoked multi-trial data. We show that the
components recover the true generators on simulated data, that the maps
are focal, that the decomposition is robust to correlated sources, and that
on real data the components localize contralaterally to the stimulated visual
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hemifield, as the retinotopic expectation requires. We are equally explicit
that the method is not designed to be, and is not, the sharpest point localizer;
that a sparse-Bayesian solver is more focal on idealized point sources; and
that the rank-one trial factor restricts the method to phase-locked activity.

2. Related Work

Distributed inverse solvers. The minimum-norm estimate and its standard-
ized descendants remain the workhorses of EEG source imaging [1, 2].
Minimum-norm penalizes total source power and is biased toward superficial
sources [3]; sLORETA removes that location bias by standardizing the
estimate with its resolution matrix and is zero-error in the single-source,
noise-free limit [4]; eLORETA reaches the same exact-localization property
with a different weighting that also tolerates measurement noise [5]. All
three are linear maps applied independently at each time sample, which is
precisely the per-sample structure our component model departs from.

Beamformers. Adaptive spatial filters such as the linearly constrained
minimum-variance (LCMV) beamformer estimate a separate filter per loca-
tion from the data covariance [6, 15]. Their per-location normalization gives
sharp single-source localization, but the variance-minimization assumption
breaks when sources share a time course, the correlated-source regime we
use as a stress test.

Sparse and Bayesian imaging. Sparse-Bayesian methods place a sparsity-
promoting hyperprior on per-source variance and recover near-delta maps
for genuinely focal generators; Champagne is the canonical convex-bounded
instance [7], and BC-VARETA extends the idea to connectivity in the source
space [8]. These give the sharpest point localization in our benchmarks,
under a forward and source model matched to their prior; we report that
comparison directly rather than around it.

Tensor decompositions in M/EEG. Multi-trial EEG is naturally three-way,
and low-rank tensor models are essentially unique without orthogonality or
independence constraints [9, 11, 10]. The established route decomposes the
data into components, typically with canonical polyadic or block-term mod-
els, and localizes each spatial signature afterward with a conventional in-
verse [12, 16, 13, 17]. Localization remains a separate ill-posed step there.
We instead fold the lead field into the decomposition, so the spatial fac-
tors are cortical maps by construction. The estimator reuses the block-term
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tensor regression (BTTR) machinery we developed for intracranial decod-
ing [14], repurposed from supervised regression to unsupervised imaging.

Forward modelling. Realistic evaluation requires a credible forward opera-
tor. We use the analytic sphere for a controlled setting, a boundary-element
model on the fsaverage template [18], and the New York head, a high-
resolution finite-element model with a standard electrode layout [19]; related
analytic [20] and template head models [21] inform the same evaluation tra-
dition.

3. Method

3.1. Model
Stacking C channels, T time samples and K trials gives a tensor M ∈

RC×T×K , modelled as a sum of R block terms,

M ≈
R∑

r=1

[
(LGr)B

⊤
r

]
◦ cr, (1)

where ◦ is the outer product on the trial mode, L ∈ RC×N is the lead
field, Gr ∈ RN×Lr a row-sparse source distribution, Br ∈ RT×Lr a rank-Lr

temporal factor, and cr ∈ RK a trial loading. Forcing the spatial factor
through L makes LGr a scalp pattern that the cortical distribution Gr

actually produces, so Gr is a source map and the block is an anatomically
grounded component. Row-sparsity (a group penalty over the Lr columns
of a source) gives a focal map. Block r therefore returns three coupled
descriptors of one generator: where (Gr), when (Br), and how it varies
across trials (cr).

The rank-one trial factor is the load-bearing assumption: each generator
has a single time-course shape, scaled per trial. This is appropriate for
phase-locked evoked responses. It does not hold for activity whose time
course differs across trials, a boundary we return to in Section 5.

3.2. Estimation
We fit (1) greedily, one block at a time, as in BTTR [14]: extract the

dominant block from the residual tensor, subtract its reconstruction, and
repeat. Within a block we run constrained alternating least squares (Al-
gorithm 1): a least-squares update of the trial loading and the temporal
factor, and a proximal-gradient (ISTA) update of the source map with a row
group-threshold. The block rank Lr trades temporal expressiveness against
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Algorithm 1: Lead-field-constrained block fit (one deflation step)
Input: residual tensorM (C×T×K), lead field L, rank Lr, penalty λ
init c ← dominant right singular vector of the mode-3 unfolding; B←
random; G← 0;

repeat
M̄← c-weighted trial average ofM;
for a few ISTA steps do

G← rowsoft
(
G− η (L⊤LGB⊤B− L⊤M̄B), ηλ

)
;

A← LG; B← M̄⊤A(A⊤A)−1;
ck ← ⟨M:,:,k,AB⊤⟩/∥AB⊤∥2F ;

until convergence of relative residual ;
Output: component G (map), B (time course), c (trial loading)

focality; we use Lr = 2, which gives each component a two-dimensional tem-
poral subspace and improves recovered-time-course fidelity over the rank-one
case at no cost in focality.

3.3. Experimental Setup
Baselines. We compare against MNE, sLORETA, eLORETA, a unit-gain
LCMV beamformer, the sparse-Bayesian Champagne solver [7], and a
decompose-then-localize tensor baseline (a canonical polyadic decomposi-
tion of the data tensor with each spatial component localized by eLORETA,
denoted CP+eLOR). The linear inverses act on the trial-averaged evoked
response. The beamformer covariance is estimated from the full single-trial
tensor rather than the average, so trial averaging does not artificially starve
it; this is the fair comparison for a method that also uses every trial.

Forwards. Forwards are built with MNE-Python [22, 23]: an analytic sphere
(64 channels, N=402 sources), a three-layer boundary-element model on
fsaverage [18] (N=2052), and the New York head model [19] (171 elec-
trodes, 2004 dipoles). Real data are the open MNE sample evoked EEG [23].

Simulation and noise model. Active sources are phase-locked damped oscilla-
tions with per-trial amplitude jitter. We follow the brain-noise construction
used in recent sparse-imaging benchmarks [8, 19]: background activity is
generated by 500 noise dipoles at random cortical locations and projected
through the same lead field, so it reaches the scalp through volume conduc-
tion like the signal. With xact and xbg the scalp projections of the active
and background sources, the brain signal and the measurement are mixed in
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Frobenius norm,

xbrain = λ xact
∥xact∥F + (1− λ)

xbg

∥xbg∥F , (2)

xmeas = (1− µ) xbrain
∥xbrain∥F + µ xwhite

∥xwhite∥F , (3)

with λ = 0.5 (background equal in strength to the sources) and µ = 0.1
(white sensor noise). We use three noise colours: incoherent pink, spatially
coherent pink, and coherent autoregressive; results are reported for pink and
are stable across the three (Section 4.1).

Metrics. For an energy map p ∈ RN
≥0 over sources at positions rn with true

set T , we report: spatial dispersion, the energy-weighted root-mean-square
distance of the map from the nearest true source,

√∑
n p

2
nd

2
n/

∑
n p

2
n with

dn = mint∈T ∥rn − rt∥ (lower is more focal); dipole localization error (DLE),
the symmetric mean distance between true sources and estimated peaks (lo-
cal maxima above half the global maximum); signal correlation, the mean
absolute correlation between each recovered and true source time course at
the true locations [24, 25]; sparsity, the active fraction of the map; and a
scale-invariant top-K recovery count, the number of true sources matched
by the K = |T | strongest local maxima, computed identically for every
method so that no method-specific readout enters the comparison. Num-
bers are means over eight random seeds with standard deviations and paired
Wilcoxon signed-rank tests.

4. Results

4.1. The Components Recover the Generators
On simulated evoked data the blocks recover the active generators: each

component’s spatial factor is focal and centred on a true source (Figure 1),
and its temporal factor matches the source’s time course. Under the realis-
tic brain-noise model (sphere forward) the recovered time courses correlate
0.93 ± 0.09 with ground truth, and the spatial maps are the most focal of
the classical distributed solvers (energy-weighted spread 13.4± 4.2 mm, ver-
sus MNE 14.5, eLORETA 17.4, sLORETA 21.8; the focality margin and its
forward-model dependence are examined in Section 5). The decomposition
thus delivers its intended output, a small set of localized components with
time courses, on evoked data.

Table 1 reports the full comparison on both the sphere and the BEM
forward. Two patterns hold across forwards. The recovered time courses
are faithful for every distributed method, with the components within a few
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Table 1: Reconstruction quality under the realistic brain-noise model (incoherent pink,
0 dB, three active sources, mean±sd over eight seeds). Signal correlation is the mean
absolute correlation of the recovered source time course at the true location; dispersion
is the energy-weighted spatial spread (lower is more focal); DLE is the dipole localization
error. CP+eLOR is the decompose-then-localize tensor baseline.

method signal corr. dispersion (mm) DLE (mm)

Sphere forward (64 ch, N=402)
BTD-B (ours) 0.93± 0.09 13.4± 4.2 29.6

Champagne 1.00± 0.00 0.1± 0.0 1.7

MNE 0.98± 0.02 14.5± 1.8 31.5

sLORETA 0.98± 0.02 21.8± 1.0 28.3

eLORETA 0.99± 0.01 17.4± 0.8 27.9

LCMV 0.96± 0.05 18.4± 2.9 6.8

BEM forward (fsaverage, N=2052)
BTD-B (ours) 0.89± 0.08 26.8± 6.3 26.5

Champagne 1.00± 0.00 0.0± 0.0 1.9

MNE 0.96± 0.03 27.9± 5.3 24.3

sLORETA 0.96± 0.03 29.2± 3.3 14.5

eLORETA 0.98± 0.03 22.1± 3.2 16.8

LCMV 0.95± 0.05 22.7± 3.3 6.7

points of the best (0.93 versus 0.98 on the sphere); and the sparse-Bayesian
and beamformer solvers reach the lowest dipole localization error on these
point-source simulations, the configuration their priors and covariance mod-
els target. The focality of the components, by contrast, is forward-dependent:
on the 64-channel sphere they are the most focal of the classical distributed
solvers, whereas on the denser BEM grid eLORETA is more focal (Section 5).
The numbers are stable across the three noise colours: the components’ time-
course correlation varies by under 0.02 and their spatial spread by under
0.2 mm between incoherent pink, coherent pink, and coherent autoregressive
noise.

4.2. Robustness to Correlated Sources
A useful property of the decomposition is that it does not assume sources

are uncorrelated. When simulated sources share a time course, the LCMV
beamformer collapses (its spatial spread rises from 17 to 53 mm and its detec-
tion AUC from 1.00 to 0.73), whereas the components stay focal (spread 17
to 18 mm, AUC 0.93 to 0.90; Figure 2). The linear distributed methods and

7



Figure 1: Reconstructed source maps (sphere forward, 0 dB); blue crosses mark the true
sources. The lead-field-constrained components are focal and centred on the generators.

Figure 2: Source maps for the same generators, uncorrelated (top) versus correlated (bot-
tom), sphere forward, 0 dB. The beamformer (right column) smears across the brain when
the sources share a time course; the lead-field-constrained components stay focal.

Champagne are also correlation-robust, so this is not unique to the method;
it is, however, a regime where the beamformer fails and the component model
does not.

4.3. Real Evoked EEG
On the open sample visual EEG the components meet the retinotopic

expectation: a stimulus in one visual hemifield localizes to occipital cortex
in the opposite hemisphere (Figure 3), and the component time courses are
flat before stimulus onset and active in the early visual window (Figure 4).
The decomposition recovers interpretable, anatomically placed components
with sensible dynamics on real data.
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Figure 3: Real EEG retinotopic check (MNE sample, visual conditions): the occipital
component flips hemispheres with the stimulated visual field.

5. Scope and Limitations

The method is a localized component model, not a contender for sharpest
point localization, and we report the boundaries plainly.

5.0.1. It is not the most focal point localizer
A sparse-Bayesian solver is more focal on idealized point sources. Un-

der the realistic noise model, Champagne reaches near-delta maps (spread
≈ 0.1 mm) and near-perfect time-course correlation (≈ 1.00), against the
components’ 13.4 mm and 0.93. We note that this comparison is run under
a matched forward model with exactly sparse ground truth, the configuration
Champagne’s prior assumes, so its margin would shrink under forward-model
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Figure 4: Recovered component time courses for real right-hemifield visual stimulation;
flat before onset, active in the early visual window (shaded).

mismatch or spatially extended sources. The honest statement is that for re-
covering the location of isolated point sources, sparse Bayesian methods are
preferable; the present method’s value is the joint, anatomically grounded
component decomposition, which those methods do not provide.

5.0.2. The focality advantage over classical solvers is setup-dependent
On the 64-channel sphere the component maps are the most focal of the

classical distributed methods, but the margin over eLORETA is not statis-
tically significant under the realistic noise model (spatial spread 13.4 versus
17.4 mm, Wilcoxon p = 0.055). The advantage does not survive denser or
more realistic forwards: on the fsaverage three-layer BEM grid (N=2052)
eLORETA is the more focal (22.1 versus the components’ 26.8 mm), and on
the realistic 171-electrode New York head model [19] the component spread
rises to 23–33 mm, above eLORETA’s 17–22. Focality claims should be read
as holding at the low channel count and coarse grid of the sphere simulation.

5.0.3. It is confined to phase-locked data
The rank-one trial factor assumes one time-course shape per generator.

On non-phase-locked sources (independent multivariate autoregressive real-
isations per trial, as used to benchmark connectivity methods [8]) the re-
covered time-course correlation falls to 0.16± 0.07, against 0.85± 0.05 for a
per-trial eLORETA. The method is for evoked, multi-trial EEG and should
not be applied to induced or connectivity data.

10



5.0.4. Other limits
The block count and rank are set by hand; the automatic component-

selection of the BTTR framework [14] is the intended replacement. Deep
sources degrade for all methods.

6. Discussion

Folding the lead field into the decomposition gives a model whose compo-
nents are simultaneously spatial source maps, time courses and trial profiles,
and are anatomical by construction. This is a different object from what a
per-sample inverse returns, and from what decompose-then-localize tensor
pipelines [12, 13] produce, where the spatial factors are abstract scalp pat-
terns localized afterwards. For evoked, multi-trial data, where a small set of
reproducible generators is the natural target, the joint localized decomposi-
tion is a useful addition to the toolbox: it identifies the dominant generators
with their dynamics and trial behaviour in one step, with the focality and
correlation-robustness reported above.

The results suggest a clear division of labour rather than a replacement.
When the question is the precise location of one or a few point sources, a
sparse-Bayesian solver or a beamformer is the better tool, and our bench-
marks say so directly. When the question is which reproducible generators
drive an evoked response, what their time courses are, and how they vary
across trials, the component model answers it in a single estimate without a
separate localization step and without assuming the generators are uncorre-
lated. The trial mode is the part that existing per-sample and decompose-
then-localize pipelines have no direct analogue for: it exposes per-trial load-
ings that an amplitude map read across trials only approximates. Because
the spatial factor is tied to the lead field, the components also remain inter-
pretable as cortical maps rather than abstract scalp patterns that still have
to be inverted.

Estimation is cheap and transparent. The greedy deflation fits one block
at a time, each block an alternating least-squares loop in which the only
nonlinear step is a row soft-threshold on the source factor; the dominant per-
iteration cost is the lead-field products L⊤L and L⊤M̄, precomputed once.
The temporal and trial factors act as an unsupervised consistency prior, so
the ill-posed spatial update sees a denoised, structured target rather than
a single noisy time frame, which is the mechanism behind the recovered-
time-course fidelity in Table 1. The block rank Lr is the one tuning knob
that matters for fidelity, and Lr = 2 already lifts the time-course correlation
over the rank-one case at no focality cost; the block count can be set from
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the variance-explained curve of the deflation, with the BTTR framework’s
automatic selection [14] the intended drop-in.

We have kept the claims inside the evidence. The method is not
the sharpest localizer, its focality margin over classical solvers is setup-
dependent, and it is restricted to phase-locked data. Within that scope
it does something the alternatives do not, and it does it on real evoked
EEG. The natural next steps are a joint refit of all components to sharpen
localization on dense grids, automatic selection of the component count and
rank [14], and an extension of the trial factor beyond rank one to reach
induced activity.

7. Conclusion

We presented a lead-field-constrained, row-sparse rank-(Lr, Lr, 1) block-
term decomposition that returns anatomically grounded spatiotemporal
components of evoked multi-trial EEG: each component a focal source map,
a recovered time course, and a trial loading, estimated jointly. The com-
ponents recover the true generators on simulated data, the maps are focal,
and the decomposition is robust to correlated sources where a beamformer
fails. On real data the components localize contralaterally to the stimulated
visual hemifield, consistent with the retinotopic expectation. We reported
its limits with equal weight: it is not the sharpest point localizer, its focality
margin is setup-dependent, and it is confined to phase-locked data. The
complete pipeline is released open source.
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